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Abstract. We frame student study time as investment under uncer-
tainty: a limited time budget is divided across subjects whose grades rise
through capped, diminishing-returns curves. We compare three alloca-
tion policies—uniform, greedy, and portfolio—across three experiments.
On EdNet KT3 (~297,000 real learners), portfolio allocators best repro-
duce observed behavior, and the gap to greedy widens for stronger stu-
dents. In a simulation of 8,000 students carrying 11 behavioral-economics
traits, each grounded in published psychology and decision-theory esti-
mates and coupled through a Gaussian copula, a portfolio > uniform > greedy
GPA ordering holds across every skill quintile under fixed effort, while
allowing effort to vary hands dominance to skill and gross effort; student
self-correction is the mechanism that naturally removes greedy allocation
from cohorts. In a reinforcement-learning experiment, a policy-discovery
agent that observes only noisy weekly performance and never the ground-
truth learning rate independently converges on diversified allocation, in-
dicating the result does not depend on knowing true ability. Throughout,
the decisive contrast is between diversified and concentrated allocation:
uniform is the equal-weight 1/N portfolio and captures ~86% of the
GPA gain over greedy, with optimization contributing the remainder.
We propose portfolio allocation as an effective policy for allocating stu-
dents’ time, and note two practical consequences: allocation coaching
is most valuable for learners who cannot easily self-correct, and insti-
tutional scheduling that affords frequent self-evaluation moves cohorts
toward diversified allocation without individual instruction.
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1 Introduction

Students and schools increasingly emphasize the transferable skill of time alloca-
tion, yet students struggle with it amid distractions, fluctuating motivation, and
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indecisiveness. A student has a limited time budget that must be divided among
subjects, akin to dividing investment between assets with uncertain returns.

The problem itself has been studied from various angles, and some existing
answers raise concerns. Literature in psychology studies this directly as study-
time allocation and finds that when time is limited, such as just prior to a test,
learners spend it on the items they judge easy rather than hard [1]; the region-
of-proximal-learning model refines this to a learner who abandons what they
believe they know and dwells on middling difficulty [2]. Both describe someone
concentrating on the strength of a belief about their own ability—that is greedy
allocation, which we have represented and tested algorithmically. Self-regulated-
learning research treats such planning as a teachable skill rather than a fixed
disposition [3], making study-time allocation one of the determinants of achieve-
ment a student can actually be taught to improve. Yet neither the scheduling
literature, which shows that distributing study over time changes what is re-
tained [4], nor knowledge tracing, which estimates what a learner knows and
how fast they learn [5,6], addresses the allocation policy that maximizes results.
Consequently, we bridge this gap through computational analysis and simula-
tion.

We supply that rule by taking the investment analogy seriously, applying the
Markowitz mean—variance optimizer [8] and Black—Litterman [9] and comparing
them to naive uniform allocation and greedy, strength-concentrated allocation.
Note that uniform allocation is the 1/N form of portfolio allocation. Portfolio
theory already anticipates that 1/N is hard to beat when the inputs must be
estimated: optimizing an allocation requires an estimate of each subject’s pay-
off, and those estimates are noisy, so the error they introduce tends to cancel
the advantage that optimization would hold under perfect information. This is
not merely theoretical—when fourteen optimization methods were each tested
against the simple equal-split rule on seven real datasets, none consistently beat
it out of sample [10]. The student-time allocation problem is situated in that
regime, since students can never observe their true per-subject learning rates.
We therefore read our policies as two diversified allocators (1/N and optimized)
against one concentrated allocator (greedy), and report the 1/N comparison as
a first-class result. Our contributions are: (i) an empirical test on EdNet of how
closely real behavior resembles each policy; (ii) three literature-grounded trait-
sampling regimes and a counterfactual simulation isolating allocation from effort
and skill; and (iii) a reinforcement-learning account of the traits an outcome-
maximizer actually rewards.

2 Method

2.1 Empirical Evaluation on EdNet KT3

EdNet records timestamped interactions across seven TOEIC knowledge parts,
serving as per-skill ability signals and objective time records independent of self-
reporting [11]. We use an 8020 train—test split at the student level and draw four
stratified out-of-sample cohorts by final-week performance and week-over-week
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trajectory: high performers (top of the final-score distribution), low performers
(bottom), improvers (grade slope > 0.05 over the term), and the general held-out
set (43/243/36/286 eligible learners).

The model has two layers. A belief layer takes prior study time, its alloca-
tion, and grades from week 1 to T—1 and predicts week-T per-subject grades.
We use a Bayesian Hierarchical Model (BHM) emitting per-skill learning rates
f; from which grades follow via the mastery curve

95 = 0.25+0.75(1 — e %), (1)

where H; is cumulative hours on skill 7 and 0.25 is the guessing floor; we also
try a Deep Knowledge Tracing LSTM [6] and a Multi-Layer Perceptron (MLP).
An allocator layer receives the raw weekly hours and the per-subject grades to
match, and reproduces them via its optimizer; returned hours are compared to
observed hours by RMSE. Here the optimizer is asked to match a cohort’s grades
rather than optimize them, so this measures how closely each group resembles
each policy—resemblance, not benefit. Absolute hours are essential: renormal-
izing to study probabilities discards effort and inverts the ranking, so KL di-
vergence crowns greedy where hours-RMSE ranks portfolio first; we therefore
report hours-RMSE throughout.

2.2 Trait-Grounded Simulation

Fach agent carries eleven behavioral-economics traits drawn from published
marginals (Table 1); as no source supplies a full distribution, each is cited for
its construct or central tendency and every dispersion parameter is a calibra-
tion choice. Each subject also receives a decoupled innate learning rate 6; ~
LogNormal, grounded in per-skill heterogeneity from knowledge tracing [5,7].
Six cited inter-trait correlations (Table 2), split into a consensus meta-analytic
pair (conscientiousness—self-efficacy, p=0.36 [12]) and five contested pairs, are
imposed through a Gaussian copula: we project the target matrix to the nearest
valid correlation matrix (Higham), retain eigen-components with eigenvalue > 1,
and map each latent through the normal CDF and the inverse marginal (Sklar’s
construction), hitting every marginal exactly while a Cholesky cross-check recov-
ers each p to within 0.01. We run three regimes—independent, consensus-only,
and all-cited—and, since ability is sampled outside the copula, allocation style
and ability stay separable.

Each agent faces J =6 skills over 70 study-days; hours convert to mastery
through Eq. (1), and a 20-item-per-skill exam yields per-subject scores whose
mean is GPA. Under fized effort each student receives 5 h/day; under variable
effort, sleep capacity and a trait-driven tendency to waste time let total effort
float. Agents never observe true 0: each holds a belief éj, tests itself daily on noisy
quizzes filtered by immutable traits (overconfidence inflates, conscientiousness
sharpens), and updates that belief (EWMA) before re-allocating. We sweep the
number of self-evaluations from 70 down to one. The grade-optimal (portfolio)
allocation is found by bisection on the marginal-return threshold; greedy is h oc6;
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Table 1: The eleven trait marginals and the per-skill ability rate, with the source
grounding each. G: central value literature-grounded; C: construct cited, distribution
a calibration choice.

trait marginal grade source

B present-bias Beta(8,1.2) —[0.4,1] G Augenblick et al. 2015 [13]
6 discount Beta(20, 5)*/52 C  Andersen et al. 2008 [14]
A loss-aversion LogN(In1.95,0.35) G Brown et al. 2024 [15]

v CRRA curvature TruncN(0.72,0.4%) C/G Holt & Laury 2002 [16]

n planning-fallacy  LogN(In0.62, 0.25) G Buehler et al. 1994 [17]

a overconfidence  N(0.15,0.2%) C Moore & Healy 2008 [18]
¢ conscientiousness N(0,1)—[0,1] C  Soto 2016 [19]

s self-efficacy N(0,1)—[0, 1] C Bandura 1997 [20]

¢ peer-weight Beta(2,8) - 0.4 G Sacerdote 2001 [21]

® sleep capacity ~ N(1,0.15%) G Carrell et al. 2011 [22]

k mental-accounting Uniform{1..4} C  Thaler 1985 [23]

0; ability (per skill) LogNormal, decoupled C Corbett & Anderson 1995 [5]

Table 2: The six cited inter-trait correlations (symbols as in Table 1). Category A (wide
consensus) is one meta-analytic pair; Category B (present but contested) supplies the
other five, each swept to zero for robustness.

pair p category basis

c-s +0.36 A meta-analytic [12]

a—n +0.40 B overconfidence / planning [17,18]
a—s +0.30 B shared positive self-belief

B—c +0.25 B self-control

£—n —0.20 B patience aids time estimates
A—y 4+0.30 B mixed risk elicitations

uniform splits evenly. To rank trait importance we train an MLP (two hidden
layers 32,16, early stopping, N = 8000) to predict GPA from traits, scored by
R2-drop permutation importance.

2.3 Reinforcement Learning

In the same environment, a policy-discovery agent (REINFORCE [24]) sees only
noisy weekly quiz scores and cumulative hours—never 6—emits a weekly 6-
simplex allocation via a Dirichlet policy, and is rewarded only by terminal GPA,
testing whether a reward-maximizer discovers portfolio allocation with no refer-
ence supervision. A separate trait-discovery search (differential evolution and a
natural-evolution-strategy gradient) treats the 11 traits as mutable and, with a
gradient-boosting surrogate, reports which traits the reward actually rewards.
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Table 3: Experiment 1. Hours-RMSE (lower = closer to real behavior) by
beliefxallocator on the four EdNet cohorts. Bold marks the best per cohort; greedy is
consistently among the worst. Degenerate rows omitted.

combo low general improver high

BHM+Markowitz 0.175 0.186 0.198 0.244

BHM+Black-Litterman 0.176 0.186  0.198 0.244

BHM+Uniform 0.177 0.187 0.198 0.246

BHM+Greedy 0.191 0.203 0.247 0.273

MLP+Markowitz 0.197 0.203 0.217 0.241
3 Results

3.1 Experiment 1 — EdNet KT3

Portfolio allocators consistently beat greedy and either beat or tie uniform, by
a smaller margin (Table 3). Holding the belief layer fixed, uniform—the 1/N
portfolio—sits within 0.002 hours-RMSE of the optimized allocator in every
cohort, while greedy trails by roughly an order of magnitude more; the separa-
tion is between diversified and concentrated allocation, not among the diversi-
fied policies. BHMs are the best belief layer and Markowitz the best allocator.
The greedy—portfolio gap is larger for higher-performing and improving stu-
dents (0.033 and 0.049 hours-RMSE versus 0.015 and 0.018 for low and general
cohorts), reflecting that stronger students already resemble the portfolio policy.
This is the empirical anchor on real data.

3.2 Experiment 2 — Trait-Grounded Simulation

The correlation regime was nearly irrelevant to the outcome. Both under fixed
effort and variable effort, GPA rises monotonically greedy — uniform — portfolio
across all five skill quintiles, and the benefit grows with skill (Table 4). Because
every agent is evaluated under all three policies, the contrasts are paired; Table 5
reports them with bootstrap confidence intervals and effect sizes. Under fixed
effort, uniform recovers 5.89 of the 6.81 GPA points separating greedy from the
optimized portfolio (86.4%), and against greedy both diversified policies land
a large effect (Cohen’s d, = 1.19 and 1.09) where against each other they do
not (d,=0.21). We do not lean on p-values, since N =8000 is a chosen sample
size and any true difference can be driven to arbitrary significance by running
more agents; the intervals and effect sizes are the honest quantities. Avoiding
concentration is the first-order decision, optimizing weights the second-order
one, and the 1/N share holds within three points across every quintile.

Agents nonetheless approach the portfolio optimum through daily self-correction,
by approaching that very allocation style. Grade loss from misallocation falls
from ~ 3.1 GPA points under a single evaluation to ~ 0.45 under daily eval-
uation, while allocation RMSE to the portfolio optimum falls 0.064 — 0.027
and to uniform 0.053 — 0.035—closer to both, but markedly more to portfo-
lio (Fig. 1)—while distance to greedy stays pinned at ~0.11. Consequently, at
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Table 4: Experiment 2. Counterfactual GPA by innate-skill quintile (Q1 weakest —
Qb strongest) under both effort regimes; A = portfolio — greedy. The portfolio > uni-
form > greedy ordering holds in every quintile, and the advantage of diversified allo-
cation grows with skill.

fixed effort variable effort
0 quintile greedy uniform portf. A  greedy uniform portf. A
Q1 (weakest) 729 772 779 +5.0 683 71.6 721 +43.7
Q2 76.5 82.1 83.0 +6.5 72.2 76.6 77.1 4+4.9
Q3 789 848 8.7 +6.8 743 79.2 80.0 +5.7
Q4 80.9 874 884 +7.5 768 824 832 464
Qb5 (strongest) 83.9 909 921 +82 79.8 86.3 87.3 +7.5
all 786 845 854 4+6.8 743 792 799 +5.6

Table 5: Experiment 2. Paired contrasts on per-student counterfactual GPA (/N =8000
per regime). Mean difference [95% bootstrap CI, 10,000 resamples] with paired Cohen’s
d.. Final row: the share of the greedy—portfolio gap captured by uniform, the 1/N
portfolio.

contrast fixed effort variable effort

portfolio — greedy +6.81 [6.69,6.94], d.=1.19 +5.64 [5.51,5.77], d.=0.94
uniform — greedy +5.89 [5.76,6.00], d. =1.09 +4.92 [4.79,5.05], d.=0.85
portfolio — uniform +0.93 [0.83,1.03], d.=0.21 4+0.72 [0.61,0.83], d.=0.15

1/N share of gap 86.4% [85.0,87.7] 87.2% [85.4,89.0]

higher self-correction counts effort and skill correlate with GPA far more than
allocation style. Our MLP confirms this under R?-drop permutation importance:
with skill and variable effort available, skill and gross-effort traits dwarf the al-
location traits, and a standardized decomposition agrees that effort (5=+4.18)
and skill (4+5.36) dominate while allocation style is flat (8 = —0.06), the raw
+0.34 style-GPA correlation being an ability confound (Fig. 2). The allocation
traits, most malleable from the start, self-correct away.

3.3 Experiment 3 — Reinforcement Learning

Rewarded only by exam GPA and never shown 6, the REINFORCE policy
reaches 87.1 GPA—against an optimal upper bound 89.0, uniform 87.9, greedy
82.5, random 76.8——closing 70% of the greedy—optimal gap and beating greedy
by +4.5 points, with realized allocations scoring 0.94 in closeness to portfolio
style. A pure reward-maximizer thus discovers diversified allocation rather than
greedy, with no access to true skill. Consistent with Experiments 1 and 2 it
does not beat the 1/N portfolio at 87.9: what it reliably discovers is diversifica-
tion, not the optimized weights; trained in the same environment as Experiment
2, this is emergence within our model rather than independent confirmation.
The trait-discovery search tells the complementary story: differential evolution
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Grade loss from mi: falls as students self-evaluate more

range across 3 regimes x 2 effort modes
~e~ mean allocation loss

allocation loss (optimal — actual GPA)

5 4 5 616 bl om om 3 5 o &
number of self-evaluations over the term (more - right) number of self-evaluations over the term (more - right)

Fig. 1: Self-correction over the term (1 to 70 self-evaluations; band = range across the
three correlation regimes X two effort modes). Left: grade loss from misallocation
(optimal — actual GPA) falls as students self-evaluate more. Right: RMSE of the
agent’s allocation shares to the optimal (portfolio), uniform, and greedy references; self-
evaluation lowers the distance to both the optimal and uniform references, but markedly
more to the portfolio optimum (0.064 —0.027) than to uniform (0.053 —0.035), while
distance to greedy stays high (~0.11).

and the NES gradient both reach ~92 GPA (population mean 77) on the same
profile—high sleep capacity, high conscientiousness, low present-bias—with every
allocation-relevant trait near zero (sleep 0.96, conscientiousness 0.35 in R2-drop
units). The reward rewards traits that buy effort and accurate self-belief, not a
fixed allocation style, because the style is something the agent learns to correct
on its own.

4 Discussion and Limitations

Framing student time as investment under uncertainty and using portfolio al-
locators produces the best GPA outcomes we measure, on real data and in a
simulation of diverse learning agents. The decisive step, however, is diversifica-
tion itself rather than its optimization: the 1/N portfolio captures most of the
gain over greedy, exactly as portfolio theory predicts when returns must be esti-
mated [10]. This matters because greedy is not merely hypothetical—it is what
the study-time-allocation literature reports learners reaching for when time is
short [1,2]. The policy we find worst is the one students default to, and the rem-
edy fits in a sentence: give every subject an equal share. Because allocation traits
are the most changeable, their initial state gives little signal toward final grades,
whereas effort and innate skill correlate strongly; yet allocation is precisely the
lever that is teachable and transferable, unlike innate skill. Fixing effort through
school policy and holding regular condensed testing (exams of all subjects in
a short window) affords ample self-evaluation and focuses achievement on the
allocation policy.

Several limitations contextualize these claims. The grade function (Eq. (1)) is
concave and capped, so diminishing returns are assumed rather than measured;
that assumption favors diversification over concentration by construction, and
the greedy gaps of Experiment 2 are conditional on it. Experiments 2 and 3 share
one environment, so their agreement tests internal consistency, not external va-
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R? Drop Permutation Importance for trained MLP ANN to predict GPA from agent vector

(1) Variable effort, (2) Variable effort,
11 traits + skill 11 traits
R?=0.76 R2=0.24
skill theta - sleep capacity 1
sleep capacity conscientiousness ¢ 4
conscientiousness c - beta { [l
beta | [ self efficacy se -
gamma
peer w 4
peer w -
mental acct partitions -
self efficacy se -
. overconfidence alpha -
planning fallacy b |
lam 4
lam
overconfidence alpha gamma |
mental acct partitions - planning fallacy b -
delta o delta o
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
permutation importance permutation importance

B innate skill ® MMM allocation/belief traits WM other traits

Fig. 2: ANN trait importance for GPA (R?-drop permutation importance). Innate skill
0 dominates; the only disposition that registers is sleep capacity, an effort driver. Al-
location/belief traits are negligible. A third condition (fixed effort, skill withheld) is
omitted: there the network has no signal (R2 ~0) and every importance is 0.

lidity; only Experiment 1 touches real learners, and it measures resemblance
rather than outcomes, so we make no causal claim that reallocating a real stu-
dent’s hours would raise their grades.

5 Conclusion

Across ~297,000 real EdNet learners, a trait-grounded simulation, and a rein-
forcement learner blind to true skill, portfolio-style allocation consistently beat
greedy and tied or beat uniform, and the portfolio > uniform > greedy or-
dering held across every skill quintile under fixed effort. The robust finding is
that concentration costs students grades: the equal-weight 1/N portfolio cap-
tures most of what diversification offers, and optimized weights add a real but
second-order increment. Allowing effort to vary reduced allocation’s measured
importance—mnot because allocation is cheap, but because self-correction natu-
rally removes greedy allocation from cohorts. The practical implication is that
allocation coaching should target learners who cannot easily self-correct and be
paired with effort support.
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